
Optimizing Resource Consumption
in Diffusion Models

through Hallucination Early Detection

Federico Betti1 , Lorenzo Baraldi2 , Lorenzo Baraldi3 ,
Rita Cucchiara3 , and Nicu Sebe1

1 University of Trento, Italy {federico.betti,nicu.sebe}@unitn.it
2 University of Pisa, Italy lorenzo.baraldi@phd.unipi.it

3 University of Modena and Reggio Emilia, Italy
{lorenzo.baraldi,rita.cucchiara}@unimore.it

Abstract. Diffusion models have significantly advanced generative AI,
but they encounter difficulties when generating complex combinations of
multiple objects. As the final result heavily depends on the initial seed,
accurately ensuring the desired output can require multiple iterations
of the generation process. This repetition not only leads to a waste of
time but also increases energy consumption, echoing the challenges of
efficiency and accuracy in complex generative tasks. To tackle this issue,
we introduce HEaD (Hallucination Early Detection), a new paradigm
designed to swiftly detect incorrect generations at the beginning of the
diffusion process. The HEaD pipeline combines cross-attention maps with
a new indicator, the Predicted Final Image, to forecast the final outcome
by leveraging the information available at early stages of the generation
process. We demonstrate that using HEaD saves computational resources
and accelerates the generation process to get a complete image, i.e. an
image where all requested objects are accurately depicted. Our findings
reveal that HEaD can save up to 12% of the generation time on a two
objects scenario and underscore the importance of early detection mech-
anisms in generative models.

1 Introduction

In the rapidly evolving domain of AI, generative models have emerged as a
notable subfield, demonstrating an exceptional ability to generate complex vi-
sual and textual content [4, 19]. The advent of Text-to-Image (T2I) generation
marked a significant leap in this domain through the introduction of GAN-based
approaches [6, 23, 32] and further advancements through large-scale pre-trained
Diffusion Models (DM) such as Stable Diffusion (SD) [24] and others [3, 21].
These approaches have been instrumental in shaping the generative AI land-
scape, delivering images that are increasingly indistinguishable from real ones.

Generative models, while progressing, often hallucinate “long-tail” objects,
which are underrepresented elements in training datasets, and have significant
shortcomings when generating multiple objects [3, 27, 33]. Furthermore, they
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Fig. 1: Overview of the HEaD pipeline: during the generation process, HEaD assesses
whether all designated objects will be accurately represented in the final image, deter-
mining if the generation process should continue or be restarted with a different seed.

frequently hallucinate attributes, counts, and semantic object relations, which
is especially problematic when tasked with rendering scenes involving multiple
objects [5, 14].

The challenge is further intensified when generating combinations of spe-
cific objects, where diffusion patterns often produce inconsistencies, significantly
impacting the quality of the output [7]. The choice of the initial seed, which
dictates the initial latent noise, is fundamental in navigating the latent space for
correct image generation. The dependency on seed selection highlights the unpre-
dictability and variability of these models [3, 12, 14, 26, 30]. Although automatic
evaluation mechanisms could offer a potential solution to these challenges, their
adoption is not straightforward. While some attempts in this direction have been
made [2,15], indeed, they still fail at ensuring a sufficiently fast and reliable eval-
uation. However, employing these automatic evaluations tends to be slow and
resource-intensive. This is largely due to the numerous incorrect results, which
require images to be regenerated, thus escalating both time and resource costs.

Addressing these challenges, we introduce HEaD (Hallucination Early Detec-
tion), the first approach designed to enhance both the efficiency and accuracy
of generative DMs. HEaD incorporates the use of cross-attention maps to exam-
ine the relationship between the prompt and the internal attention layers of the
model, along with the Predicted Final Image (PFI) - a prediction of the expected
outcome at intermediate stages of the generation process. The combination of
PFIs and cross-attention maps allows for the early identification of potential
errors by predicting the presence of objects requested by the initial prompt. By
preemptively detecting these anomalies, HEaD hints at stopping the generation
diffusion process, thereby conserving resources and reducing the time spent on
generating images that would not eventually meet quality standards. Aiming for
a complete generation – where all requested objects are accurately depicted –
halting the generation process based on a prediction of the final outcome proves
to be far more efficient than completing an image generation and subsequently
evaluating it. This approach not only streamlines the generation process but
also enhances resource utilization by avoiding the production and evaluation of
substandard images.

We trained two types of networks, each with a different backbone for han-
dling PFI data, followed by CNN-based processing of cross-attention maps. This
training occurred at different points in the generation pipeline to assess their
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impact on prediction quality and potential time savings. Results indicate that
using a Visual Transformer as a backbone yields superior outcomes. Moreover,
while networks trained towards the later stages of the generation pipeline ben-
efit from higher-quality input and thus demonstrate better performance, those
trained earlier exhibit greater potential for time and resource savings. It is also
important to note that the methodologies and models described in this study
are model-agnostic, i.e. they can be seamlessly adapted to any diffusion-based
generative model.

In this work, we focus on specific hallucinations: the omission in the generated
image of one or more target objects indicated in the textual prompt. We propose
both a detector (trained on a dataset of corrected and hallucinated generated
images) and a general approach for time-saving prediction that accounts for both
the hallucination probability of the specific generative model and the accuracy
of the detector. For instance, when generating images with prompts involving
two objects in non-trivial combinations, SD2 produces hallucinations or missing
object errors in 41% of cases, according to our dataset. Our HEaD approach can
detect the majority of these errors with minimal time overhead, thus saving up
to 12% of the average generation time in this simple scenario.

To sum up, our main contributions are as follows:

– We introduce a new element, PFI, and demonstrate that its integration
with cross-attention maps effectively facilitates the early detection of ob-
jects within generated images.

– We propose a comprehensive framework for time saving evaluation. We
demonstrate the potential time and resource saving for the generation of
complete images from multi-object prompts, without compromising the out-
put integrity and generation quality.

– A novel classifier for Hallucination Early Detection has been developed that,
when integrated into the diffusion process, combines information at each
diffusion level and acts as an early evaluator. This classifier stops the process
if a hallucination is detected, thereby enhancing the efficiency and accuracy
of the generation.

2 Related Works

Text-to-Image Evaluation. Quantifying the alignment between the gener-
ated image and the initial prompt is a challenging task, and as of now, no
effective solutions have been identified. Among the assessment metrics, CLIP-
Score [9] evaluates the cosine similarity between the prompt and the image, both
having undergone processing through their respective visual and textual CLIP
backbones. Recent studies [2, 15] have proposed innovative scoring mechanisms
that leverage the capabilities of Large Language Models (LLMs) and Visual
Question Answering. In alignment with this research trajectory, various inves-
tigations [11, 31] have introduced diverse methodologies, positioning their work
within the reasoning paradigm facilitated by LLMs.
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Despite their success in identifying hallucinatory elements in generative mod-
els, these works still require the generated image as input, which is produced only
in the final step of the diffusion process. Additionally, they incorporate evalua-
tion steps beyond image generation, resulting in delays due to the reliance on
foundational models within the evaluation pipeline. Conversely, HEaD enables
the detection of hallucinations during the generative process itself, preventing
the creation of images that do not align with their prompts.
Attention Maps in Image Generation. The integration of attention mech-
anisms has been a cornerstone in improving image synthesis within generative
models. Notably, Chefer et al. refines these processes to enhance image detail [3].
Cross-attention layers [24] have significantly boosted visual fidelity, a concept
further explored by Hertz et al. to maintain coherence between text prompts
and visual outputs [8]. The importance of semantic layouts in improving im-
age quality and interpretability has also been highlighted by Wand et al. [29].
Building on these ideas, SynGen was introduced [22], which aligns attention
maps with prompt syntax to improve attribute correspondence, optimizing the
generation process without the need for model retraining. Furthermore, Mao
et al. developed a novel method for controlling image synthesis by editing ini-
tial noise images, demonstrating that manipulating pixel blocks in initial latent
images can influence specific content generation [16]. Additionally, Balaji et al.
proposed eDiff-I, an ensemble of expert denoisers that enhances text alignment
and visual quality by specializing models for different stages of synthesis [1].

Following the consensus on the effectiveness of cross-attention as a telltale
sign of the fidelity of the generation, our work exploits this information as a
discriminating factor for the accurate generation of the final image.
Seed Importance. In Text-to-Image generation, images are significantly im-
pacted by the initial state or starting seed of the diffusion process. Indeed, differ-
ent seeds produce completely different image results as highlighted by Karthik
et al., which claims to generate better-aligned images by evaluating multiple
seeds [12]. Furthermore, image editing by directly manipulating the initial noise
instead of steering the generation process with additional mechanisms has also
been proposed [16,26].

Seed selection has gained relevance in the generation of long-tail concepts [33].
Samuel et al. propose that, in the generation of rare subjects, training predomi-
nantly involves exposure to a limited segment of the initial noisy latent space [27].
This selective exposure during training contributes to the generation of unsatis-
factory outcomes across a majority of generative seeds at inference time. Hence,
the exploration of diverse generative seeds remains a critical aspect in enhancing
generative outcomes. To mitigate the occurrence of hallucinations, HEaD sug-
gests altering the seed in the event of detecting hallucinations in the generative
process.
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3 Preliminaries

Latent Diffusion Models. We focus on the Stable Diffusion (SD) model [24],
which leverages the latent space of an autoencoder rather than the conventional
pixel image space. The process begins with an encoder E transforming an image x
into a latent code z = E(x). A decoder then D aims for accurate reconstruction,
insisting D(E(x)) ≈ x. Within this framework, a denoising diffusion probabilistic
model (DDPM) [10,28] operates. This model works on the latent space, creating
a denoised version of the input latent zt at each timestep t. Notably, SD enhances
this process by integrating a conditioning vector c(y), typically derived from a
textual prompt y through a CLIP text encoder [20]. The objective is to minimize
the loss function:

L = Ez∼E(x),y,ϵ∼N (0,1),t ∥ϵ− ϵθ(zt, t, c(y))∥2 (1)

where ϵθ is a UNet network [25] with attention layers that aims to eliminate
the added noise, considering the noisy latent zt, timestep t, and conditioning
encoding c(y).

To obtain the final image from the denoised latent representation, the last
step involves passing the final latent representation through a Variational Au-
toencoder (VAE) decoder. This decoder, denoted as D, translates the latent
space back into the pixel space, thus completing the image generation process.
The transition from the final latent state z0 to the generated image x0 can thus
be described by

x0 = D(z0), (2)

where D is the VAE Decoder [13] trained to map the latent representations to
high-fidelity images. For further details, we refer the reader to [24].
Schedulers in Diffusion Models. In DMs, schedulers are employed to or-
chestrate the denoising steps, shaping the generation by modulating noise levels.
These algorithms enable the transition from a noisy latent representation to a
refined image without adversarial training. In our HEaD approach, we have tai-
lored the scheduler’s function to extract the PFI at intermediate stages. This
modification aims to achieve the most accurate representation of the final image
during the generation process.

The transition of latents zt at time step t to another subsequent state zt′ is
described as follows. The predicted noise ϵt is firstly obtained from the output of
the UNet model, and then the new latents zt′ are computed through the update
function of the scheduler ∆, as

ϵt = ϵθ(zt, t)

zt′ = ∆(zt, ϵt, t, t
′).

(3)

Here, ϵt is informed by the current latents and time step, and ∆ is the scheduler
update function computing the new latents zt′ based on the predicted noise ϵt.
The behavior of ∆ is determined by the specific scheduler chosen, which dictates
the complex dynamics of the denoising process.
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Fig. 2: This figure illustrates the process of extracting subjects, cross-attention maps
and PFI at each critical timestep tc ∈ T . These elements serve as inputs for the HP
network, which evaluates the presence of objects in the final image. For the depicted
seed, the bench appears in the final image, whereas the dolphin does not.

4 Hallucination Early Detection

HEaD primary goal is to detect and preemptively interrupt faulty generative
processes. Its novelty lies in its ability to perform this detection at intermediate
stages of the image generation, leveraging one or more time steps of the diffusion
pipeline. Consequently, if the Hallucination Prediction (HP) network predicts
that the image will not be complete – indicating the absence of at least one target
object – the generative process can be halted and restarted with an alternative
seed. This preemptive detection conserves computational resources by preventing
the completion of flawed images, eliminating the need to sample a new seed, and
avoiding a complete restart from scratch.

In this section, we illustrate the proposed HEaD approach at inference time
to streamline the generation process and, as a result, enable automatic quality
assessment of the final output. The pipeline initial step involves extracting the
target objects from the prompt and providing hallucination indicators for the
HP network to evaluate.

4.1 Cross-Attention Maps and PFIs Extraction

Given a prompt y containing a set of target objects O to be generated, the
extraction process of these target objects can be formalized as follows:

O = TOE(y) (4)

where TOE(·) represents the Target Object Extraction function. Here, the term
“objects” refers to words in the prompt directly associated with discernible ele-
ments in the image, for which we will extract the corresponding cross-attention
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maps. While our current methodology primarily focuses on objects, it holds the
capability for future expansion to include a wider spectrum of visual concepts,
thereby transcending the confines of object-based extraction.

We define a sequence of critical timesteps, denoted as T = {tc1 , . . . , tck}, as
specific steps in the diffusion process where cross-attention maps and PFI are
extracted. These components will serve as inputs for the HP network.

In diffusion models, the UNet employs cross-attention layers at resolutions
from 64 to 8, producing a combined attention map At ∈ R64×64×N , where N
is the number of tokens from the prompt y. For each object o in the target set
O and each critical timestep tc ∈ T , the specific cross-attention map Ao,tc is
derived by filtering At for object o.

For each critical timestep tc ∈ T , a Predicted Final Image (PFItc) is ex-
tracted. PFItc represents the prediction of the expected outcome at the end of
the generation process, using only information available at timestep tc. In par-
ticular, the scheduler projects the latents at tc to the final step, and the decoder
translates these predicted latents into the image space. The process is defined
as follows:

ϵtc = ϵθ(ztc , tc)

ztc0 = ∆(ztc , ϵtc , tc, 0)

PFItc = D(ztc0 )

(5)

where ϵtc represents the predictive noise obtained from the UNet model at critical
timestep tc. The function ∆ updates the latents ztc to the predicted latents at
the final timestep, denoted as ztc0 . Finally, the VAE decoder D translates these
predicted final latents into PFItc .

Examples of PFIs extracted at different timesteps are shown in Fig. 3. The
collection of PFIs, namely PFIT , and attention maps, AO,T , across all critical
timesteps provides a comprehensive dataset for the HP network to analyze and
predict the presence of objects in the final image.

4.2 Hallucination Prediction Network

During the evaluation phase, the Hallucination Prediction network takes as input
the cross-attention maps Ao for a specific object and the PFIT and outputs a
binary prediction indicating the presence or absence of that specific target object
in the final image:

Ho = HP(Ao,T ,PFIT ) (6)

where Ho is the binary prediction for object o. The training methodology for
the HP network is detailed in Section 5.

The reliability of the HP network is critical to prevent unnecessary termi-
nations of the generation and ensure that objects that would have been present
are not prematurely discarded.

In all network configurations, as feature extractor from cross-attention maps,
we utilize a series of four convolutional layers that bring the input from a 1 ×
64× 64 to a final 128× 7× 7 shape.
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Fig. 3: Qualitative examples of the Predicted Final Image for each prompt at different
critical timesteps. Already from the 16th step the final image is fully represented and
the presence of objects can be predicted.

HP-R – HP-V. For scenarios where the number of critical timesteps selected
is 1, i.e. |T | = 1, we have explored two distinct backbone options: Resnet50
and Vision Transformer (ViT), which correspond to the HP-R and HP-V ar-
chitectures respectively. These architectures are tailored to process the PFI to
extract features that are then combined with those extracted from the cross-
attention maps to get the final prediction. HP-R concatenates the output of the
Resnet backbone on the channel level with the processed cross-attention maps
and a further two-layer CNN is used to merge channels down to 512. HP-V
processing outputs a vector that is concatenated to the flattened version of the
cross-attention maps output. Both networks employ a final linear layer for the
binary prediction.
HP-MultiR. For scenarios where |T | > 1, we have created the HP-MultiR
network in which Resnet50 was used to extract features from different timesteps
in parallel. Features and the processed cross-attention maps are concatenated
on the sequence dimension before applying two Conv3d layers with a final 3D
pooling to reduce dimensions. A final classifier is eventually used for the final
prediction.
HP-A. Additionally, we developed the HP-A network to specifically investigate
the influence of attention maps on hallucination prediction. This network config-
uration excludes the PFI from its input, focusing solely on the features extracted
from attention maps. A final prediction layer is attached directly to the com-
mon cross-attention maps feature extractor. By employing a similar architecture
with convolutional layers as the other HP variants, the HP-A network focuses
on evaluating how well attention maps alone can predict hallucinations. The
results from this model provide critical insights into how effectively attention
maps alone can inform the hallucination prediction process in diffusion models.

5 Hallucination Network Training

Dataset Creation. To train the Hallucination Prediction network we collected
900 prompts obtained by combining 75 distinct animal subjects with 12 objects
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with the prompt “A {animal} and a {object}”. To augment the dimen-
sionality of the dataset and thoroughly investigate output variations influenced
by different seeds, we generated 12 images for each prompt using distinct seeds.
Following this protocol we generated nearly 10.000 images by making use of
Stable Diffusion v2.0 generator [24]. During generation, we fixed 50 steps of
the diffusion process and we collected the PFI and cross-attention maps A at
multiple time steps4.

Target Objects Extraction. While our dataset comprises prompts with ob-
jects in predetermined positions for simplicity, we integrated object extraction
to simulate real-world scenarios. For this purpose, we employed gpt-3.5-turbo-
1106 [18], selected for its robust zero-shot generalization abilities. This method
stands in contrast to conventional text tagging techniques that generally neces-
sitate specific training for each domain.

The extraction procedure is time-efficient and can be executed concurrently
with the initial diffusion steps. Details on the specific prompts used in this study
can be found in the supplementary materials.

Label Creation. An essential feature is the development of an automatic la-
beling system to confirm the presence of particular objects in the generated
images. This system must function without a fixed set of object labels, requir-
ing the adoption of an open vocabulary approach. To achieve this, we adopted
OWLv2 [17], an open vocabulary detector renowned for its robust detection
capabilities and for providing confidence scores for each identified object.

6 Time Saving Analysis

Our study primarily explores the time-saving benefits of the HEaD approach in
DMs when trying to generate a complete image. In our analysis, we found that
accurate generation of both objects in complex scenarios was achieved in only
59% of cases by SD2 without HEaD. This statistic underscores the challenges
models encounter when generating multiple objects accurately, particularly as
the complexity of the prompt and object combinations increase. Certainly, with
more objects and increasingly complex prompts, the probability of correct gen-
eration diminishes, which in turn heightens the impact of HEaD on time-saving.

In the dataset, which is made with 12 seeds per prompt, we found that
every prompt successfully led to at least one correctly generated image, and
98.4% resulted in at least three accurate images. This confirms the feasibility of
the prompts for some random seeds. HEaD serves here as an implicit evaluator,
swiftly identifying instances where the generated image is likely to be inaccurate.
By promptly halting these less promising generative paths, HEaD allows for more
efficient use of resources, enabling quicker initiation of new generation attempts
with different seeds.

4 In particular, the critical steps T are chosen as follows: [0, 1, 2, 3, 4, 5, 6, 7, 8, 9,
10, 12, 14, 16, 18, 20, 25, 40]
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6.1 HEaD impact on Time Saving

HP Performance. Labels in our dataset are created using an open vocabulary
detector, which assesses whether each object is present (1) or absent (0) in the
images. The HP network, based on these labels, decides whether to continue
or halt the image generation process. When a True Positive (TP) occurs, the
correct generation proceeds uninterrupted, having no effect on computation time.
Conversely, a False Positive (FP) allows an incorrect generation to continue
without interruption, thus missing an opportunity for time savings, but still
not impacting computation time. A True Negative (TN) indicates an incorrect
generation has been correctly halted, leading to time savings. Finally, a False
Negative (FN) means a correct generation is mistakenly stopped, resulting in a
loss of time.

Thus, in order to save computational time, the network should be trained
to balance both high recall and a high TN-rate. High recall ensures the HP
network effectively identifies all instances of correct generation, minimizing FNs
and avoiding unnecessary termination of accurate processes. Simultaneously, a
high TN-rate boosts the HP network’s capability to maximize true negative
outcomes, allowing for early termination of incorrect generations by accurately
identifying cases where not all requested objects in the prompt are included.
This dual focus on both recall and TN-rate optimizes the generation process by
reducing time loss, yet still maintaining the quality of the output.

Critical Timesteps selection. The ratio tck
T , where tck denotes the latest t

in the set of critical timesteps T and T is the total number of steps in the
generation process (with 50 being the standard for SD), plays a crucial role in
determining the percentage of time saved. An earlier detection, indicated by a
smaller tck , can potentially lead to greater time savings in case of a correct hal-
lucination identification. However, this scenario presents a significant challenge:
in the initial stages the quality of attention maps and PFIs is lower. This lower
quality affects the performance of the HP network resulting in reduced recall and
TN-rate, as shown in the plot in Fig. 4. Therefore, this tradeoff between early
detection and maintaining the quality of attention maps and PFIs is essential
for maximizing the efficiency of the HEaD approach.

Finally, to quantify the time saved or lost using the model, we conducted
Monte Carlo simulations based on the models presented in the next section. The
algorithm calculates a savings of tck

T of the generation time when a true negative
(TN) is detected. Conversely, it accounts for a time loss when a new restart is
necessary due to a false negative (FN). The detailed algorithm and simulation
results are provided in the supplementary materials.

7 Experimental Results

The evaluation of various HP Network variants underscores their influence on
the image generation process. The computed Recall and TN-rate metrics, which
are influenced by the tck value, serve as key indicators of model performance. As
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Fig. 4: Recall and TN-rate values for HP-
R across various tck . Lower tck values, as-
sociated with lower quality input, signifi-
cantly impact the TN-Rate but minimally
affect Recall. Consequently, the overall
time saved tends to be greater for smaller
tck values.

Fig. 5: Relative time saving between
adopting or not the HEaD approach to
reach a complete generation, using HP-R
with different tck , depending on the prob-
ability of a correct image generation. The
vertical red line marks the probability of
correct generation in a two-objects sce-
nario, i.e. 59%.

depicted in Fig. 4, the TN Rate typically increases with a higher tck , whereas
Recall tends to remain stable across different stages of detection.

To provide a final efficiency assessment, the percentage of time saved during
generation has been adopted as the primary metric for final comparison. This
metric integrates the effects of varying tck , Recall, and TN-Rate values, offering a
quantifiable measure of each model’s effectiveness in reducing generation times.
For these experiments, a correct generation probability of 59%, as derived from
the dataset, has been employed to ensure accuracy in the evaluations. Table 1
provides a comparative analysis of HP-R and HP-V, illustrating the time saved
when these networks operate at different tck intervals. Both networks have the
highest impact when tck = 8, where HP-V saves up to 12.66% of generation
time. Higher tck values can enhance input quality and metric results, but they
may limit time-saving opportunities. No models bring any benefit when using
tck ≥ 25, as the time saved in case of a correct prediction is insufficient.

In Fig. 5, an analysis is presented to illustrate the relationship between the
relative time saved and the generation probability across different tck values. The
vertical line indicates a 59% correct generation probability, typical for scenarios
involving two objects, as observed in our dataset. More complex prompts, which
often require synthesizing additional objects, tend to have lower probabilities of
achieving a complete generation, thus enhancing potential time savings. Notably,
tck = 8 offers the optimal balance, providing significant time savings, especially
when the probability of complete generation is as low as 40%, where time savings
can reach up to 30%. Conversely, when the probability of a complete generation
is high, using tck = 5 results in considerable time loss due to imperfect Recall,
which can prematurely halt a correct generation. Additionally, employing HEaD
at tck = 40 provides no benefits in any scenario, as the time saved in the rare
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T HP-V HP-R

5 9.7 9.11
8 12.66 10.56
10 9.68 10.34
16 6.72 8.93
18 5.77 5.78
20 5.75 7.25
25 -0.35 5.32
40 -14.11 -11.67

Table 1: Percentage of time saved for all
models. tck is the last diffusion timestamp
considered over the 50 of SD2.

Model T % Time Saved

HP-A

10 6.65%

16 3.04%

20 -0.73%

HP-Multi

6-8-10 -3.72%

10-12-14 8.99%

16-18-20 6.88%

Table 2: Percentage of time saved for HP-
A and HP-Multi in different T scenarios.

event of a true negative is merely 20%, considering the 50 steps generation
pipeline of SD2.

In Table 2, HP-A testing serves as an ablation study to underscore the sig-
nificance of Predicted Final Images. In the absence of PFIs, which are unique
per image and not per object, the HP-A model shows a marked decrease in its
ability to detect early hallucinations and thus in time saved. With tck = 10 only
6.65% of generation time is saved.

The HP-Multi model takes an advanced approach by focusing on multiple
T . A noteworthy aspect of HP-MultiR performance is its effectiveness in later
timesteps (tck = 14), compared to a less marked performance in early timesteps.
This discrepancy can be attributed to the inhomogeneity of the data in the early
stages, where the characteristics of the data change considerably from one step
to the next. This variability makes the mixing of the features in these early
stages less effective. In contrast, data in later stages tend to be more uniform
and stable, allowing for more effective learning and integration of features from
multiple time steps, thus improving model performance.

8 Conclusions

This paper introduces HEaD, an innovative approach that not only enhances
the efficiency and accuracy of image generation with Diffusion Models but also
significantly reduces computational resources. A key innovation is the Predicted
Final Image, an effective early error prediction indicator when used in conjunc-
tion with cross-attention maps. The effectiveness of our framework in saving
time is closely tied to the recall and TN-rate of the Hallucination Prediction
network, highlighting HEaD’s capacity to improve image generation in a variety
of complex scenarios.

HEaD represents a preliminary step in exploring the sustainability and ef-
fectiveness of diffusion models, especially for large, complex datasets. Looking
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ahead, we are committed to further advancing this field of study also by collecting
larger datasets with more target objects and more complex visual prompts and
proposing challenges for the scientific community to test better early detectors.
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